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ABSTRACT

Agent-based simulations have become a popular and powerful tool for simulating emergent mobil-
ity modes. Often times, the memory and computing requirements are daunting. Scaling down agent
populations by simulating only a fraction of all agents is a frequently used option to reduce these
burdens. However, recent studies have pointed out the difficulty of scaling ride-sharing simula-
tions as these rely heavily on demand density and do not scale linearly. In this study, we introduce
a simple yet effective methodology for simulating dynamic ride-sharing services, which we call
flow-inflated selective sampling (FISS). The basic operation is that, similar to scaling agent-based
populations, only a fraction of the actual agents are explicitly assigned. However, here only trips of
private car transport are sampled, while public transport as well as ride-sharing vehicles are fully
represented. In contrast to scaling in previous studies, the network capacity is not adjusted. Rather,
the capacity consumption of the cars is scaled up to obtain realistic traffic flows. We implement
this approach in the MATSim simulation environment for a large scenario in the region of Munich,
Germany and show that our approach preserves traffic flows while keeping key performance indi-
cators of a ride-sharing service stable and mostly unbiased. Mode choice decisions based on this
approach also remain stable. By introducing our approach, the run-times of the actual assignment
can be almost halved.

Keywords: agent-based transport simulation, large scale, population sampling, ride-sharing, pooled
on-demand mobility, MATSim
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INTRODUCTION

Agent-based transport models and simulations have become a common tool for researchers and
practitioners to evaluate policies and obtain insights into fundamental relationships within trans-
portation systems (1, 2)). The core idea is that traveling individuals are represented as agents that
may (re-)act, plan and adapt to the environment and which are defined in a synthetic population.
These agents can be modeled in great detail, including socio-demographic traits such as age and
gender, among others, leading to agents showing different behaviors, depending on their traits. This
microscopic, individualized modelling differs from traditional macroscopic modeling approaches
that deal with aggregated flows or trips between zones. While such aggregated models are usually
less demanding in terms of demand input, they have difficulty representing new forms of mobility,
especially those with complex interactions between actors and those that require dynamic vehicle
routing such as on-demand ride-sharing services (3)).

Vast computational resource requirements have been one of the core problems since the
advent of agent-based transport simulations (4)). Large number of agents lead to large amounts of
memory needed to keep extensive transport networks, synthetic populations, their daily plans and
travel information in memory. Furthermore, excessive CPU resources might be required to obtain
feasible runtimes. It is not uncommon to experience runtimes that exceed many days if not weeks
for large-scale simulations of populations with millions of agents. To combat this, methodologies
and heuristics to reduce the computational burden or to increase computational efficiency have
been investigated. For example, surrogate models such as PSim (5)) aim to simplify parts of the
simulation. In contrast, other approaches include accelerated computing on the GPU (6). Another
commonly used solution is to model only a sample of the population while reducing the capacity
of the transportation system in terms of space and flow capacity accordingly.

However, downscaling the population may cause biases in the simulation results. Previ-
ous studies showed that at least 10 % to 25 % of the entire population must be simulated to obtain
valid car traffic results (7). For pooled on-demand transport systems, where agents request a ride
in a vehicle, which also picks up and drops off other agents along the route, downscaling is even
more problematic because the probability of pooling multiple trips in a single vehicle increases with
higher demand density. Any downscaling of the population results in a lower probability of pooling
and distorts the results of the system. This renders ride-pooling simulations, which have become of
increasing interest in recent years, very time-consuming, especially in large-scale systems. Other
solutions to tackle this challenge might be the approximation of parts of the environment by ma-
chine Learning approaches (8).

We present an approach to address this issue by introducing a sampling approach that simu-
lates 100 % of all ride-pooling trips, but scales down car trips. In this way, valid simulation results
for all travel modes may be reached while computation time is reduced. The approach can help
researchers and practitioners in modeling large-scale transportation systems with emerging shared
mobility modes. This approach is exemplified through a simulation of a 100 % population of the
city of Munich. The paper continues with a review of studies that address the issue of population
scaling in agent-based models.
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LITERATURE REVIEW

Ben-Dor et al. (9) present a study for the Sioux-Falls scenario in the agent-based transport simu-
lation tool MATSim (10) and how scaling down the car demand (and network capacities, accord-
ingly) impacts results. Specifically, they analyzed impacts on the agents’ average executed scores,
trip duration, number of car departures, traffic volumes and the volume to capacity ratios. Their
results suggest that some of these statistics, such as the number of car departures, are quite robust,
allowing scaling down to about 5 %. However, average hourly trip duration appeared to be more
susceptible to bias when using scaled populations with the authors recommending not to use scale
factors below 30 %.

These findings have been reiterated in Ben-Dor et al. (7)), including an overview of studies
that utilize MATSim and the chosen scaling factors. The authors made the observation that there
is a lack of studies using other agent-based transport models. In addition, they claim that the need
for computationally expensive dispatching algorithms for shared autonomous vehicles (SAV) will
lead to a further pressure towards downscaling simulations. Out-of-the-box downscaling with SAV
traffic may not work as the number of SAV vehicles must be reduced proportionally’ (7, p. 27).

Llorca and Moeckel (11) investigated the effects of population scaling on runtimes, link
travel times and convergence of results for car traffic. The scenario consisted of 2.9 million car legs
in the Munich region. They find that scaling car traffic not only reduces run time per iteration but -
in contrast to the study of Ben-Dor et al. (7) also identify that that the number of iterations required
to reach convergence (i.e., user equilibrium) is reduced drastically. They conclude that a sample
size of 5 % may be enough to achieve realistic link travel times 50 times faster than with a 100 %
sample. Saprykin et al. (12)) report that sample sizes of roughly 30 % can capture traffic dynamics
and even public transport occupancy dynamics similar to the full population. For more aggregate
measures sample sizes of 5-10 % seem acceptable.

While the aforementioned studies suggest that scaling can lead to valid results for car traf-
fic, this assumption reportedly has been wrong for demand-responsive shared modes such as on-
demand ride-sharing. For one, shared modes usually scale well with spatio-temporal trip density
(13 14), i.e., the performance depends on many people aiming to travel in a similar direction, at a
similar time. Scaling down the population reduces the density of trips and thereby reduces the like-
lihood of finding shareable rides, decreasing the efficiency of the system. In addition, ride-pooling
vehicles are typically small in terms of capacity, usually carrying around 4 to 6 people. In this case,
a 10% population sample is already hard to analyze and interpret, as one agent represents ten others,
which would not even fit in one vehicle. In general, Saprykin et al. (12) point out that with the rising
complexity of the transportation system and emerging technologies one should always consider the
size of the sample. In case of electric mobility, the authors claim that only the simulation of the full
population may lead to accurate predictions for the transport system and the charging infrastructure.

Kaddoura and Schlenther (13)) presented a simulation experiment for two regions in Ger-
many, each in which the initial agent population was subsequently sampled down. They find strong
non-linearities in the system and conclude that ’ A linear upscaling of simulation results for a small
population sample may yield an overestimation of the fleet size, operating hours and vehicle kilo-
meters.” (13). They also report factors for sampling up/down the fleet size to achieve similar
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rejection rates and wait times for passengers. However, the transferability of these findings to other
regions and system parameters remains an open question.

Saprykin et al. (15) investigated the impact of population scaling on (non-shared) on-
demand taxi fleets in an agent-based simulation for Munich. Based on their results, the authors
recommend simulating the full-scale population to obtain accurate spatio-temporal estimations of
fleet performance. While aggregated characteristics such as customer waiting times may be reliable
with sampled simulations, fleet-related indicators such as vehicle utilization and empty kilometers
may be distorted. In a similar study, Kagho et al. ’strongly recommended using a 100 % popula-
tion’ (16) after analyzing the impacts of scaling on a shared demand-responsive transport service
(i.e., ride-pooling). In particular, shared rides are difficult to analyze and are considerably biased by
scaling, as the resulting lower trip density reduces the probability of pooling. Even at 75 % rates,
the authors find a relative bias of 35 % when comparing vehicle occupancy to the results of a full
population simulation.

Similar results have been discussed by Kamijo et al. (17) who systematically compared dif-
ferent population sample sizes for the case of shared and non-shared rides. For shared rides the
authors conclude that population size should be close to reality, especially for indicators such as
profit margin, empty kilometers travelled and average occupancy. In contrast, the ride-hailing case
without ride-sharing already leads to accurate results with samples above 10 % which underlines
the importance of large samples for the evaluation of shared rides. This is also in line with the
results of Bischoff and Maciejewski (18)) who report that for a ride-hailing simulation in Berlin, a
population sample of 10 % lead to accurate results for a few selected indicators.

METHODOLOGY

In this paper, we assess an alternative approach, in which we do not scale the initial demand but
keep the full agent population in the simulation. However, while every agent is allowed to adapt
and make choices, we only simulate a fraction of the car demand explicitly in the actual traffic
assignment leading to a significantly reduced computational demand. Modes of special interest, like
DRT, can still be simulated explicitly for all trips. This proposed sampling approach is applicable
to any agent-based simulation (e.g., (10} 19, 20), that employs capacity-constrained networks.

Flow-inflated selective sampling

We will refer to the presented approach as flow-inflated selective sampling (FISS) as we only per-
form explicit simulation of a fraction of certain trips (i.e., car trips) while inflating these vehicles’
space/volume consumption on the network links accordingly (see figure[I)). The other trips of that
mode are teleported which is computationally more efficient than explicit simulation.

In explicitly simulated trips, vehicles are moved over all links of their route and consume
a portion of the link’s flow and storage capacity on each traversal. This incremental capacity con-
sumption impacts the travel time of subsequent vehicles traversing that link if the link’s accumu-
lated consumed capacity is approaching its limit in a given period. In contrast, agents’ trips can
also be releported and their vehicles are not moved explicitly over links, but just appear after an ap-
proximated travel time at their destination. Thus, teleported trips cannot impact a links congestion
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FIGURE 1: Simplistic representation of traffic flows of cars and DRT vehicles (shown as buses).
Scenario a) shows the base case simulating 100 % of the population. In scenario b) the complete
population is sampled down to 50 % (including DRT vehicles). The network capacity (flow and
storage) is scaled down accordingly. This corresponds to the regular down-sampling used in pre-
vious studies (e.g., (11, [18). Scenario c) shows the presented approach. While DRT vehicles are
simulated regularly, private cars are sampled down (50 %). At the same time, their capacity con-
sumption is inflated.
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level and thus do not contribute to travel time delays of subsequent vehicles.

Explicitly simulating all trips requires a lot of computing capacity but teleporting all car
trips is also not a viable solution as car agents do not interfere with each other anymore and thus no
network impedance through congestion is experienced. Analyzing the sweet-spot between the share
of explicitly simulated and teleported trips to accelerate the simulation while preserving realistic
congestion behavior is the contribution of this work.

Evaluation Metrics
For evaluating the FISS approach we are interested in
(a) runtime reduction,
(b) link-wise traffic volume reproduction,
which corresponds to a similar overall congestion situation,
(c) model share reproduction (when allowing agents to innovate),
which is a result of [(b)}, and
(d) DRT KPI reproduction (when allowing agents to innovate),
which is also a result of [(b)

As DRT key performance indicators we choose passengers’ mean travel time, average and
95" percentile wait time, ride request rejection rate and the overall traveled distance of DRT vehi-
cles because they are most relevant from a customers and operators perspective.

We also assess how our way of scaling (i.e., inflating vehicle size instead of decreasing
road capacity) affects car traffic volumes. Therefore, we make use of the GEHEI statistic, a quality
indicator commonly used to evaluate differences between, observed and modeled traffic volumes.
We compare the link-wise hourly traffic volumes of the FISS scenarios with the base scenario. The
GEH is defined for each link i:

2(Ql' — C,')z veh
GEH, =/ ————— — 1
1 Ml' _I_ Cl' h ) ( )
where Q; is the hourly traffic volume of the scaled scenario and C; is the reference volume
in the base case. As a rule of thumb 85 % of the GEH values of a model should stay below the GEH

threshold of 5 (21)) to be considered a good fit.

Simulation framework

To analyze this relationship and demonstrate the efficacy of our approach, we implemented it in
the open-source multi-agent transport simulation MATSim (10). MATSim utilizes an iterative, co-
evolutionary learning approach in which each agent performs a given daily plan of activities and
aims to maximize their utility, their score. In general, travel time causes a negative score while ac-
tivity time causes a positive score. After each iteration, agents evaluate the score of their executed
day and a proportion of agents modifies their plan. Modifications can be for instance re-routing,
mode choice, or activity location choice. With this procedure, a stochastic equilibrium is reached
in which each agent optimizes its utility unilaterally.

'named after Geoffrey E. Havers
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Leveraging MATSim’s demand responsive transport (DRT) extension to simulate ride-pooling,
we simulate six different modes of transportation: walk, bike, car, car passenger (ride), bike, public
transport (pt), and drt.

DRT extension
MATSim’s DRT extension is based on Maciejewski (22)) and was introduced by Bischoff et al. (23).
It has been used extensively to study the impact of on-demand mobility services (24} 25,26, 27, 28).

Incoming ride requests are handled dynamically during the simulation and assigned to avail-
able vehicles based on an insertion heuristic. Multiple travel parties may be transported (pooled) in
the same vehicle as long as a maximum wait time and maximum detour is not exceeded for any of
the customers. The availability of vehicles (and thus the potential vehicle assignment) is checked
by the insertion heuristic every time a request is submitted. If no vehicle may transport an incom-
ing request without violating the maximum wait time and maximum detour for any passenger, the
request is rejected. If multiple vehicles may serve a request, the vehicle that imposes the least
travel delay for all customers is assigned. The maximum detour contains an absolute and a relative
component and is defined by

dy=a+p-t, )

where d, denotes the allowed detour, @ denotes the absolute detour component, 3 denotes
the relative detour component and ¢ denotes the direct travel time without any detours. Each pick-up
and drop-off has a pre-defined constant duration that is added to the travel time and detour time of
waiting passengers inside the vehicle. In order to ensure a good vehicle distribution throughout the
service area, we make use of a repositioning strategy Bischoff and Maciejewski (29). The strategy
periodically sends idle vehicles to areas with high expected demand (based on historic demand in
grid cells), which substantially improves the system performance in terms of acceptance rate (30).

Implementation of flow-inflated selective sampling in MATSim

We implemented the approach in MATSim by making use of its teleportation feature, which is im-
plemented by removing agents from the physical simulation upon departure and re-inserting it at
their destination upon arrival. Figure 2] compares the complexity of an agent’s leg by (a) explicit
simulation and assignment of a car along the network and by (b) teleporting the agent in MATSim’s
event-based design. It becomes clear that teleporting an agent is considerably less complex as the
program has to deal with fewer events that are usually further processed in other places (such as the
update of average link travel times). Note, that the complexity of an explicit simulation increases
with the length of the routes (=more links traversed) while teleportation does not.

In the case that a car agent is selected for teleportation, we make sure to not only teleport the
actual agent but also its vehicle to comply with the concept of mass conservation. This is important
for the mode choice model and the generation of the agent’s choice set (i.e., an agent who drives a
car to work should also be allowed to drive it back home). The arrival time of the teleported agent
is based on estimated link travel times of the network route the agent selected during the previous
replanning phase. By doing this, the travel time experienced by the agent is as close as possible to
an explicit assignment but lags behind at most one iteration.
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FIGURE 2: (a) Series of events thrown for an explicitly simulated car leg. (b) Events thrown for a
teleported leg. Figures based on Horni et al. (10).

To correct for the reduced number of vehicles on the road, we linearly inflate private car ve-
hicles’ capacity consumption by setting their passenger car equivalent units (PCU) to !/samplefactor.
By doing this, vehicles take up more space in MATSim’s spatial point queue model, allowing sim-
ilar spill-back behavior once a link’s capacity is exceeded. At the same time, vehicles consume
more of the capacity constrained flow that is allowed to leave each link per time step.

The main parameter is the FISS sample factor in the range [0.0,1.0] that determines the
fraction of explicitly simulated car trips. A sample factor of 1.0 is equivalent to a regular simulation
(base case) where no car trip is teleported.

DATA PREPARATION AND SCENARIO SETUP

Munich Scenario

We synthesized a MATSim scenario of the city of Munich, Germany to demonstrate our approach.
The scenario contains all inhabitants of the city of Munich and all inbound commuters from the
surrounding counties intersecting with a 50 km buffer around the city boundary resulting in 1.6 M
agents in total. Sociodemographic properties e.g., age, employment status, commuting relation-
ships, as well as daily mobility patterns are sampled according to their regional settlement structure
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FIGURE 3: Road network with Munich city boundary, Munich region boundary (both blue) and
DRT service area (red)

classification from (31)), and (33). Possible locations for agents’ activities and the road and
public transport network are derived from OpenStreetMap (OSM) resulting in 1.9M directed
links on a region of 48,000km?. Long-distance, regional and local public transport is modeled with
schedules of a regular work day from (35)) and with real-world vehicle capacities. Road-based pub-
lic transport vehicles like buses or trams have their own "pseudo network" such that their vehicles
are not influenced by congestion caused by private cars and no public transport delays can occur.
The base model with the modes walk, bike, car, ride and public transport was calibrated in 300
iterations to the modal share of the city of Munich (36) with a target tolerance of +1%. In each
iteration, every agent has a chance of 20 % to change the mode of one subtour or trip according
to Zwick et al. (37, 2.2), a 10 % chance to recompute its routes for routed modes like pt, car and
ride and a 70 % chance to choose from its best five plans memorized throughout the simulation.
Between 70 % and 80 % of all iterations, the shares for choosing another mode or rerouting are
reduced linearly to 0 % and the share of the latter strategy increased to 100 % respectively.

Mode Choice model

In contrast to the default mode choice mechanism in MATSim, which uses a random exploration
of mode alternatives, an incremental multinomial logit (MNL) based approach is used for this
research (37). For a randomly selected share of the population, a MNL trip mode selection is
applied for a randomly selected trip of an agent’s plan. The available choice set for this selected
trip needs to comply with mass-conservation constraints (i.e. due to chained-modes) and person-
specific mode availability options. To allow an impedance responsive mode selection, impedance
estimators have been added for mode choice relevant factors. Those factors are public transport
and ride-pooling waiting times and in-vehicle travel times for car, ride (i.e., passenger in a car),
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public transport and ride-pooling trips. Because request rejection plays an important role of many
ride-pooling services, this mode choice approach estimates the spatio-temporal rejection rates in
order to sample the availability of ride-pooling offers. Similar to real-world operational services,
supply and demand will thus form an equilibrium due to increasing waiting-times and/or rejection
rates.

Simulation Setup

The transport modes walk and bike are modeled as teleported modes with a beeline distance factor
of both 1.3 and average speeds of 3.8km/h and 11.3km/h. Riding as a passenger in another car
is teleported as well and thus also does not impact road network congestion. However, teleported
travel time is derived from routing through the congested car network.

Table [I] shows the configuration of DRT service parameters in this study. We selected the
parameters based on previous studies (23, /38) to get a reasonable balance between service efficiency
and service quality.

TABLE 1: DRT input parameters

Input variable | Symbol Value
Max. wait time 10 min
Absolute detour component o 10 min
Relative detour component B 40 %
Stop duration 30s
Repositioning interval 30 min
Repositioning grid size 4km x 4 km
Deployed Vehicles 500
Seats per Vehicle 6

For the scenarios with a FISS sampling factor < 1.0 the plans of the last iteration have been
simulated for two iterations without FISS and without any innovation (no route choice, no mode
choice, no best plan selection) after the iterations with FISS. This "afterburner" ensures, that we
have a full simulation result with all events as shown in figure 2] (a) that we can compare easily with
the corresponding base simulation. Values from such an "afterburner" two-iteration-simulation are
marked with *. The differences of these additional two iterations are exemplary presented in table

To assess the impact of FISS, both on simulation runtime and results, a set of simulations
with and without innovation have been performed on a AWS EC2 instance of type r6gd.12xlarge.

Scenario without innovation

Four simulations with 10 iterations each with FISS sample rates of 2.5 %, 10 % and 50 % and a non-
FISS simulation have been performed based on the final demand from a previous simulation that
included DRT. However, these 10-iteration simulations did not allow agents to switch or innovate
their plans (i.e., neither route nor mode choice). The idea is to extract the raw gains in computation
time per iteration given a fixed demand.
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Scenario with innovation

Starting from the calibrated mobility plans from section [5.1} where agents have not yet been ex-
posed to a DRT transport mode, two simulations with a newly introduced DRT mode have been run
for 250 iterations each. Such a simulation is regularly used to assess the potential DRT trip demand
and traffic impact in a city with a given number of vehicles within a service area. The DRT mode
has been modeled according to table[I)) in a service area approximately covering the whole area of
the city of Munich (see figure [3). Agents’ plans contained the mode from the calibration process
for each trip but without routes on the network, so that we could observe the route choice process
during the first few iterations of the simulations. The scenario setup with innovation allows us to
identify the impact of FISS on the decision making of agents and the resulting emergence of the
stochastic equilibrium.

RESULTS

Scenario without innovation

Runtime

Figure [4a] shows the runtime of the mobsim by the FISS sample factor. Reducing the number of
non-teleported car trips scales almost linearily with the reduction in runtime. In the case where
only 2.5 % of car trips are not teleported by FISS the runtime is reduced by almost half and all the
public transport and DRT trips - which are not teleported - dominate the runtime of the mobsim.

0:40 g 25% -
_ & 20% -
g N g.
§ ) © 15% -
~ 0:30 CS:
£ = 10%
= | el
o
£ 5%
° [ ]
020t 0% - T T T
0 02 04 06 08 1.0 walk bike ride pt car  drt
fraction of non-teleported car trips mode
(a) Runtime of one mobsim iteration (b) Modal Share (blue are teleported modes)

FIGURE 4: 49 % of all trips are executed in the mobsim. Only executing 2.5 % of all car trips in
the mobsim reduces its runtime by 49.8 %.

Link-wise traffic volumes

Figure [5] shows the distribution of the link-wise GEH statistic of each link’s hourly traffic volume
per OSM highway type (39) in the city of Munich. Almost all 85 %-percentiles of the link-wise
GEH of the FISS 0.1 case stay well below the recommended upper threshold of 5 (dashed line)
and thus indicate a good fit between link-wise hourly traffic volumes of the base and FISS 0.1 case.
With decreasing FISS sample factor, the link-wise hourly traffic volume errors increase vastly but
do not provide a significant runtime improvement anymore. A FISS sample factor of 0.1 presents
to be a suitable trade-off between simulation duration and accurate traffic flow reproduction.
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TABLE 2: DRT performance indicators after 10 iterations without innovation

Base | FISS0.5" | FISS 0.1" | FISS 0.025
Rides | 11105 11106 11106 11098
Rejections 62 63 63 70
Rejection Rate [%] 0.6 0.6 0.6 0.6
Mean travel time [mm:ss] | 16:08 16:06 16:08 16:04
Mean wait time [mm:ss] | 05:10 05:10 05:10 05:10
P95 wait time [mm:ss] | 09:29 09:30 09:29 09:29
Vehicles travel distance [km] | 94519.1 | 94437.7 94660.2 94233.3

DRT KPIs

As Table 2] shows, DRT KPIs are almost identical throughout the selected FISS sample rates. Only
the 0.025 case has a slightly higher rejection rate which is likely an artefact of DRT requests being
rejected by the dispatching algorithm because service constraints like maximum waiting time can-
not be met. The higher traffic volume variations (c.f. fig. [5) in the 0.025 case might lead to some
links becoming congested by just a single (inflated) vehicle more easily which will increase travel
times of some routes being calculated by the dispatcher.

Scenario with innovation

Runtime

In the base case, the complete simulation took 289 hours to complete. In the FISS 0.1 scenario, this
runtime was reduced to 189 hours, a reduction of roughly 35 % of the total simulation time. When
looking at the mobsim time only, the mean per iteration reduced from 57 minutes to 35 minutes
which corresponds to a reduction of 39 %. A detailed breakdown of the time required per iteration
is shown in figure [6] It can be seen that the mobsim time reduced considerably. The time spent
for replanning has already been reduced strongly by making use of parallelization, as each agent is
able to replan individually between iterations.

DRT KPIs

Table[3]shows the DRT KPIs after 250 iterations of the base scenario and the FISS case without and
with two additional full iterations. Comparing the last iteration of the FISS 0.1 case with the base
scenario, it is noticeable, that the number of rides, travel and wait time as well as vehicle distance
traveled are all slightly increased. The fewer rejections in the FISS 0.1 case indicate that the routing
of DRT vehicles on the FISS 0.1 network by the dispatcher yields slightly more optimistic routes
than in the base case. This is a result of the random selection of car vehicles which are actually
sent through the mobsim and which do not distribute evenly among all links. When performing
two subsequent simulations with all vehicles handled in the mobsim again (FISS 0.17), travel and
wait times match those of the base case very well.
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TABLE 3: DRT performance indicators and modal shares after 250 iterations including mode and

route innovation

Base | FISS 0.1 | FISS 0.1°
Rides | 11095 11434 11431
” Rejections 69 62 70
~ Rejection Rate [%] 0.6 0.6 0.6
i‘ Mean travel time [mm:ss] | 16:07 17:54 16:06
ﬁé Mean wait time [mm:ss] | 05:13 05:37 05:13
P95 wait time [mm:ss] | 09:29 10:13 09:25
Vehicles travel distance [km] | 94600.5 | 97695.4 | 97437.6
walk | 23.5% 23.5%
8 bike | 16.3 % 16.4 %
< ride | 11.2% 11.2%
2 pt | 24.0% 24.3 %
§ car | 24.8% 24.3 %
drt | 0.24 % 0.25 %

15

O 0 3 N Lt A W N~

p—
W N = O

Modal share

Figure [/| demonstrates the evolution of the person kilometers travelled (PKM) by mode over the
iterations. It can be seen that the shares are very similar at the end of the iteration. This is also true
for absolute mode shares as shown in table [3] Both figures [ and [7] also show that the adaptation
of agents seem to be smoother in the FISS scenario, as the runtimes and PKM oscillate less. One
reason could be that the teleported agents do not experience the congestion immediately but only
after the next travel time update. This could smooth out heavy reactions in the first iterations in
which most agents are still concentrated on fewer routes and experience bad plans. The general
finding of more stable convergence is also supported by Llorca and Moeckel (11) who reported
that sampled scenarios may require fewer iterations. While we did not test this hypothesis here,
the results shown in figures [6] and [7 may also suggest that fewer iterations could be required in the
FISS case, which would further reduce total runtime.
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FIGURE 5: Distribution of link-wise GEH by OSM highway type for different FISS sampling
factors in the city of Munich. Whiskers show the 15 % and 85 % percentiles. The red line shows
mean hourly flows (right axis).
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DISCUSSION

FISS is an alternative way of dealing with the issue of sampling in agent-based ride-sharing sim-
ulations which could otherwise only be overcome by correctly accounting for the sampling bias
(40). FISS leads to reduced runtimes and may therefore reduce costs of large-scale simulations. In
contrast to actually scaling the input, however, the complete simulation needs to be kept in memory
and, thus, the memory requirements of the host machine remain high and for large-scale simula-
tions it may still be required to pay for high-performance infrastructure. However, in the presented
FISS scenario with innovation, the runtime saving was roughly 100 hours in total. At the time of
writing, the employed r6gd.12xlarge instance on AWS is priced at 2.76USD/ lﬂ Besides consid-
erably reducing runtime, FISS also implied cost savings of roughly 276 USD per simulation in the
given scenario. If FISS also leads to quicker convergence and less iterations needed, the savings
would increase further.

In addition, significant runtime improvements make agent-based mobility simulations more
feasible for the use with optimization methods which rely on the outcome of one whole simulation
for each parameter perturbation. For example, to perform optimizations on the supply side, such as
DRT service area definitions, pricing schemes, driver shifts, hub locations or fleet sizes.

An important bottleneck in simulating on-demand traffic remains routing, which is the rea-
son why the presented simulations still require long runtimes. For each request multiple dynamic
routing queries have to be computed to obtain the best matches between riders and vehicles. Buch-
hold et al. (41) present a routing algorithm and implementation which is up to 30 times faster than
the standard MATSim routing algorithm. While the present paper primarily deals with reducing
the computation time caused by the *background traffic’, reducing the time required for on-demand
routing would further reduce total simulation time considerably. This also shows a drawback of
the FISS approach which may not be as effective in scenarios with high shares in the explicitly
simulated mode (e.g., in fully autonomous future ride-sharing services that might be able to scale
to considerably higher mode shares).

Another reduction in runtime can be achieved by combining the FISS approach with the
DRT speedup presented by Kaddoura et al. (42). Here, the idea is to only simulate ride-sharing
services explicitly every k-th iteration. In between these iterations a surrogate model which builds
upon various indicators (i.e., waiting time and ride time) that are averaged across previous itera-
tions replaces the actual assignment. Future studies should investigate the combination of FISS
with these additional improvements. In addition, modeling other shared modes such as urban air
mobility or car-sharing could be investigated with FISS.

Thttps://aws.amazon.com/ec2/pricing/on-demand/
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